
Logistic Regressionfor Data Mining
and High-DimensionalClassi�cation

PaulKomarek
komarek@cmu.ed u

Departmentof MathSciences,Carnegie Mellon University
AutonLab,http://autonlab.org

Andrew Moore,Advisor
ComputerScience

CMU
awm@cs.cmu.edu

Alain Calvet
CADD
PGRD

Ann Arbor Laboratories

Alan Frieze,Chair
Dept.of MathSciences

CMU
alan@random

.math.cmu.edu

BobNichol
Dept.of Physics

CMU
nichol@cmu.edu

PaulKomarek,ThesisDefense– p.1/75



Intr oduction

Automated telescopes, roboticized chemistry, and the
computerization of business processes are generating immense
volumes of data. Is this data useful?

Humans cannot process this data without help.

Many popular data analysis techniques do not scale to the
size of modern datasets.

Commonly-used, well-understood statistical tools make
conclusions more trustworthy.

Through computer science, statistics, mathematics, and
computers, we can continue to use our favorite tools.

Our goal is to produce algorithms, data structures, and reference
implementations that allow scientists and decision-makers to
apply their core competencies to modern data volumes.
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Data Mining, Classi�cation

Data mining: Finding interesting records in data, or �nding
relations between attributes of the dataset.

Which aspects our factory have the greatest effect on
product quality?

Which molecules from our library are most likely to
function as catalysts for a certain reaction?

Classi®cation: Deciding if a test data point belongs to
class1;class2; : : : ; classn, using information from previous
data. We will only discuss binary classi�cation in this talk.

Will this molecule inhibit viral reproduction?

Did this rock form in the presence of water?
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DatasetNotation

Terms:

Datasets have inputs and outputs

Inputs are the data points or experiments

Outputs are the results of the experiments; the class label

Dimensions:

M is the number of columns, a.k.a. attributes

R is the number of rows, a.k.a. records

F is the percentage of nonzero elements, a.k.a. sparsity

Matrix notation:

X is the matrix of inputs

y is the vector of outputs
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Datasets:Just how big are they?

Name Attributes Rows Sparsity Nonzero Pos

ds1 6,348 26,733 0.02199 3,732,607 804

ds1.100pca 100 26,733 1.00000 2,673,300 804

ds1.10pca 10 26,733 1.00000 267,330 804

ds2 1,143,054 88,358 0.00029 29,861,146 423

citeseer 105,354 181,395 0.00002 512,267 299

imdb 685,569 167,773 0.00002 2,442,721 824

ds1 and ds2 are life-sciences datasets, similar to those of the
National Cancer Institute. ds1.100pca and ds1.10pca are
projections onto the �rst 100 and 10 principal components of ds1 .

citeseer and imdb are link detection datasets.
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Classi�ers

Why not use an existing classi�er on this data?

Bayes' Classi�er : Very fast, but scores poorly. Makes
unrealistic assumption about conditional independence of
dataset attributes.

K-Nearest-Neighbor: Slow. Has trouble representing linear
boundaries. Sensitive to small changes in data.

Decision Trees: Medium speed. Has trouble representing
linear boundaries. Binary partitioning leads to high variance.

Support Vector Machines: Theoretically slow (requires
solution to quadratic program), but heuristics make them fast
in many cases. Generally good predictions, considered state
of the art.

We will describe these classi�ers in more detail later.
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Logistic Regression
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Regression

Regression is a statistical method of �tting a model to data.

Model: y = f (x;b) + e, b is unknown and e is the
fudge-factor

Find b̂ which maximizes the likelihood:

L(y;x; b̂) = P(y1jx1; b̂) � : : : � P(yRjxR; b̂)

The maximizer is called the Maximum Likelihood Estimate
(MLE)

Often there is loss function whose minimizer is also the MLE
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Linear RegressionExample

Synthetic data
generated from
model.

f =0:5x+ 0:1

e� N(0; 0:01)

20 data points
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error

residual

The loss function is the Residual Sum of Squares (RSS), and its
minimizer corresponds to the MLE.

Is linear regression a good tool for classi�cation?
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StrategyTree

Use Sigmoid

(More To Come!)
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Logistic RegressionModel

LR expectation function:

µi = µ(xi;b) =
exp(bTxi)

1+ exp(bTxi)

LR model:

yi = µi + e; e� b(1;µi)

LR likelihood:

L(b) =
R

Õ
i= 1

µ yi
i

�
1� µ(1� yi)

i

�
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err = 1-m(x0)

err = m(x0)

m(x)
x0

m(x0)
y0=0
y0=1
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Minimize Deviance

Unlike linear regression, the RSS minimizer is not the MLE.

Use deviance instead:

DEV = � 2
R

å
i= 1

yi ln(µ(xi;b)) + (1� yi) ln(1� µ(xi;b))

(shown for binary LR)

Equivalent to maximizing the LR likelihood.

Just minimize this nonlinear function, and we have the MLE.

SCARY NONLINEAR STUFF!
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StrategyTree

Use Sigmoid

Min Deviance

Nonlinear - SCARY!
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StrategyTree

Generic Nonlinear Solver

Use Sigmoid

Min Deviance

Nonlinear - SCARY!
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Nonlinear Minimizers

Could use any of these methods to minimize the deviance:

Steepest Descent

Newton-Raphson, quasi-Newton, truncated-Newton

Conjugate Gradient

Decisions:

CG is not a great nonlinear solver

Deviance is convex

CG is safe, unlikely to spiral in or wander off

CG is favored for LR MLE

We'll come back to CG later.
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StrategyTree

Generic Nonlinear Solver

CG

Use Sigmoid

Min Deviance

Nonlinear - SCARY!
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StrategyTree

Generic Nonlinear Solver

CG

Common Statistical Method: IRLS

Use Sigmoid

Min Deviance

Nonlinear - SCARY!
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Iterati vely Re-WeightedLeastSquares

Explaining IRLS takes some work, so let's motivate ourselves.

µ = exp(bTxi)=(1+ exp(bTxi)) is linear in the params b

De�ne g(µ) as g(µ) = log(µ=(1� µ)) (logit)

Let hi = g(µ(xi;b)) = bTxi

Can we use the logit to create a linear regression problem?

Errors for transformed model are not N(0;s 2)

Cannot use linear regression.
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Iterati vely Re-WeightedLeastSquares

Approaching IRLS:

De�ne zi by

zi = hi +
(yi � µi)
µi(1� µi)

These are the adjusted dependent covariates.

The variance of z is unknown (unlike ordinary linear
regression), and it varies with xi (also unlike OLR)

This out-of-the-ordinary linear regression problem can be
partially solved with Weighted Least Squares
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Iterati vely Re-WeightedLeastSquares
Weighted least squares (WLS) applies to linear regression
problems whose variance is known and depends on xi.

De�ne the weight matrix W = diag(s 2
1; : : : ;s

2
R), where

s2
i = µi(1� µi)

Instead of applying linear regression

b = (XTX)� 1XTz

(which is non-optimal)

Apply the weighted version of linear regression

b = (XTWX)� 1XTWz

(this is optimal)

PaulKomarek,ThesisDefense– p.20/75



Iterati vely Re-WeightedLeastSquares
Weighted least squares (WLS) applies to linear regression
problems whose variance is known and depends on xi.

De�ne the weight matrix W = diag(s 2
1; : : : ;s

2
R), where

s2
i = µi(1� µi)

Instead of applying linear regression

b = (XTX)� 1XTz

(which is non-optimal)

Apply the weighted version of linear regression

b = (XTWX)� 1XTWz

(this is optimal)

PaulKomarek,ThesisDefense– p.20/75



Iterati vely Re-WeightedLeastSquares
Weighted least squares (WLS) applies to linear regression
problems whose variance is known and depends on xi.

De�ne the weight matrix W = diag(s 2
1; : : : ;s

2
R), where

s2
i = µi(1� µi)

Instead of applying linear regression

b = (XTX)� 1XTz

(which is non-optimal)

Apply the weighted version of linear regression

b = (XTWX)� 1XTWz

(this is optimal)

PaulKomarek,ThesisDefense– p.20/75



Iterati vely Re-WeightedLeastSquares
Weighted least squares (WLS) applies to linear regression
problems whose variance is known and depends on xi.

De�ne the weight matrix W = diag(s 2
1; : : : ;s

2
R), where

s2
i = µi(1� µi)

Instead of applying linear regression

b = (XTX)� 1XTz

(which is non-optimal)

Apply the weighted version of linear regression

b = (XTWX)� 1XTWz

(this is optimal)

PaulKomarek,ThesisDefense– p.20/75



Iterati vely Re-WeightedLeastSquares
Unfortunately, we do not know the proper weights wi
because wi depends on µi, which depends b

Solution – guess b!

This is Iteratively Re-Weighted Least Squares (IRLS):

Make initial guess b0
i = 0

Compute weights wj = µ(xj ;bj )(1� µ(xj ;bj ))
Compute adjusted dependent covariates zj

Compute bi+ 1 using WLS
i = i + 1

Stop when the relative difference of the deviance is small:

j(DEVi � DEVi+ 1)=DEVi+ 1j < lreps
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Iterati vely Re-WeightedLeastSquares

For LR, IRLS happens to be equivalent to Newton-Raphson
applied to the derivative of the likelihood.

Uh-oh, Newton-Raphson is slow
We have to solve a linear system for each
IRLS iteration
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StrategyTree

Generic Nonlinear Solver

CG

Common Statistical Method: IRLS

IRLS = Newton-Raphson

Use Sigmoid

Min Deviance

Nonlinear - SCARY!

PaulKomarek,ThesisDefense– p.23/75



IRLS with Cholesky Backsub

Try Cholesky decomposition with back-substitution

Slow – roughly O
�
M3

�

Dies when data has linear dependencies (� always)
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IRLS with Cholesky Backsub

FAILED: Cholesky decomposition with back-substitution

Slow – roughly O
�
M3

�

Dies when data has linear dependencies (� always)
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IRLS with Modi�ed Cholesky Backsub

FAILED: Cholesky decomposition with back-substitution

Modi�ed Cholesky with embedded column reduction

Slow – roughly O
�
M3

�

Handles linear dependencies by discarding attributes

Numerical problems:

Saturation when computing µi
Apply band-aid: force modelmin � µi � modelmax
Over/under�o ws when computing wi
Apply band-aid: force wmargin � wi � 1-wmargin

Correlations cause runaway estimates
If atts 1 and 2 are positively correlated, then increases
in b1 may be offset by decreasing b2

This may allow arbitrarily large b1 with virtually no
change in the model predictions

PaulKomarek,ThesisDefense– p.26/75



IRLS with Modi�ed Cholesky Backsub

FAILED: Cholesky decomposition with back-substitution

Modi�ed Cholesky with embedded column reduction

Slow – roughly O
�
M3

�

Handles linear dependencies by discarding attributes

Numerical problems:
Saturation when computing µi
Apply band-aid: force modelmin � µi � modelmax

Saturation when computing µi
Apply band-aid: force modelmin � µi � modelmax
Over/under�o ws when computing wi
Apply band-aid: force wmargin � wi � 1-wmargin

Correlations cause runaway estimates
If atts 1 and 2 are positively correlated, then increases
in b1 may be offset by decreasing b2

This may allow arbitrarily large b1 with virtually no
change in the model predictions

PaulKomarek,ThesisDefense– p.26/75



IRLS with Modi�ed Cholesky Backsub

FAILED: Cholesky decomposition with back-substitution

Modi�ed Cholesky with embedded column reduction

Slow – roughly O
�
M3

�

Handles linear dependencies by discarding attributes

Numerical problems:
Saturation when computing µi
Apply band-aid: force modelmin � µi � modelmax
Over/under�o ws when computing wi
Apply band-aid: force wmargin � wi � 1-wmargin

Correlations cause runaway estimates
If atts 1 and 2 are positively correlated, then increases
in b1 may be offset by decreasing b2

This may allow arbitrarily large b1 with virtually no
change in the model predictions

PaulKomarek,ThesisDefense– p.26/75



IRLS with Modi�ed Cholesky Backsub

FAILED: Cholesky decomposition with back-substitution

Modi�ed Cholesky with embedded column reduction

Slow – roughly O
�
M3

�

Handles linear dependencies by discarding attributes

Numerical problems:
Saturation when computing µi
Apply band-aid: force modelmin � µi � modelmax
Over/under�o ws when computing wi
Apply band-aid: force wmargin � wi � 1-wmargin

Correlations cause runaway estimates

If atts 1 and 2 are positively correlated, then increases
in b1 may be offset by decreasing b2

This may allow arbitrarily large b1 with virtually no
change in the model predictions

PaulKomarek,ThesisDefense– p.26/75



IRLS with Modi�ed Cholesky Backsub

FAILED: Cholesky decomposition with back-substitution

Modi�ed Cholesky with embedded column reduction

Slow – roughly O
�
M3

�

Handles linear dependencies by discarding attributes

Numerical problems:
Saturation when computing µi
Apply band-aid: force modelmin � µi � modelmax
Over/under�o ws when computing wi
Apply band-aid: force wmargin � wi � 1-wmargin

Correlations cause runaway estimates
If atts 1 and 2 are positively correlated, then increases
in b1 may be offset by decreasing b2

This may allow arbitrarily large b1 with virtually no
change in the model predictions

PaulKomarek,ThesisDefense– p.26/75



IRLS with Modi�ed Cholesky Backsub

FAILED: Cholesky decomposition with back-substitution

FAILED: Modi�ed Cholesky with embedded column reduction

Slow – roughly O
�
M3

�

Handles linear dependencies by discarding attributes

Numerical problems:
Saturation when computing µi
Apply band-aid: force modelmin � µi � modelmax
Over/under�o ws when computing wi
Apply band-aid: force wmargin � µi � 1-wmargin

Correlations cause runaway estimates
If atts 1 and 2 are positively correlated, then increases
in b1 may be offset by decreasing b2

This may allow arbitrarily large b1 with virtually no
change in the model predictions

PaulKomarek,ThesisDefense– p.27/75



IRLS with StepwiseModi�ed Cholesky

FAILED: Cholesky decomposition with back-substitution

FAILED: Modi�ed Cholesky with embedded column reduction

Stepwise Modi�ed Cholesky

Add attributes to model one at a time

Not quite so slow while model is small

Many numerical and correlation problems are avoided (if
the att causes trouble, don't add it)

How do we choose the next att to add? Information gain?
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IRLS with Divide-and-Conquer

FAILED: Cholesky decomposition with back-substitution

FAILED: Modi�ed Cholesky with embedded column reduction

FAILED: Stepwise Modi�ed Cholesky

Divide-and-Conquer

Use binary tree to partition attributes, leaves have pairs

Write 2� 2 matrix inverse explicitly

Solve one 2-attribute regression per tree node

Never ran fast enough to justify pursuing optimal
recombination

(read: we found something better)
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StrategyTree

Generic Nonlinear Solver

CG

Cholesky Backsub

Modified Cholesky

Stepwise Cholesky

Divide�and�Conquer

modmin, modmax, wmarg

SLOW!

Common Statistical Method: IRLS

IRLS = Newton�Raphson

Use Sigmoid

Min Deviance

Nonlinear � SCARY!
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IRLS: What arewesolvingagain?

The WLS solution bi+ 1 is an estimate of the real b

Why compute this estimate exactly?

Estimate the estimates!
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IRLS: Approx UsingCG

Let A = (XTWX), b = XTWz

Then the WLS problem is

Abi+ 1 = b

This is equivalent to minimizing the quadratic form

1
2

xTAx � b

CG has a special, simple, fast form for this problem

We call this linear CG

Handles linear dependencies auto-magically (minimizes
A-norm)

Similar, but not identical, to truncated-Newton methods
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StrategyTree

Generic Nonlinear Solver

CG

Cholesky Backsub

Modified Cholesky

Stepwise Cholesky

Divide�and�Conquer

modmin, modmax, wmarg

SLOW!

Estimate the estimates

CG, specialized

Common Statistical Method: IRLS

IRLS = Newton�Raphson

Use Sigmoid

Min Deviance

Nonlinear � SCARY!
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IRLS: Approx UsingCG

linear CG nonlinear CG

Optimal search direction
updates

Multiple search directions
available, nothing is opti-
mal

Location of minimum in
search direction is known

Must use line search to
�nd optimum in search di-
rection

Conjugacy property of
search directions guar-
antees exact solution in
M steps (with perfect
arithmetic)

Because Hessian changes
with location, conjugacy of
search directions decays.
Must occasionally restart.
Might never converge.
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IRLS: Sparsity with CG

The data X may be sparse, but A = XTWX is probably
dense

CG (linear and nonlinear) only needs to make matrix-vector
computations Av

These computations can be done sparsely:

Av =
�
XT (W (Xv))

�

O(MRF) per iteration

Total complexity is O(kMRF)
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IRLS: Terminating CG

How many linear CG iterations are needed to approximate
solution to

(XTWX)bi+ 1 = XTWz

Far fewer than M

CG convergence depends on the eigenvalues of the matrix

Answers are usually good-enough after 5-100 iterations,
depending on dataset size

But how do we know when to stop?
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IRLS: Terminating CG

De�ne the CG residual as b � Abi

How do we set the CG residual epsilon

jjb � Abijj 2
2 < cgeps

Option 1: Scale by something related to the number of
attributes

Option 2: Scale by initial residual jjb � Ab0jj 2
2
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IRLS: Terminating CG, Alter nate

Instead of the cgeps method, terminate according to relative
difference of deviance

(This is what we do for the IRLS iterations)

Expensive to compute

Adapts to dataset

It's the target quantity

Terminate when

j(DEVi � DEVi+ 1)=DEVi+ 1j < cgdeveps

This is what we use for terminating the SCARY nonlinear
CG-MLE iterations. But there we call it cgeps . Sorry.
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IRLS: When CG GoesToo Far

Sometimes CG continues past the CG residual or deviance
minimizer

We can require that CG make an improvement within
cgwindow iterations

We can terminate CG if the residual or deviance is ever
worse than cgdecay times the best value seen so far
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IRLS: CG GoneWild

Sometimes linear CG runs amok, usually due to correlated
attributes

McIntosh [1982] suggests initializing the intercept parameter
b0 (equivalent to b in linear regression) to mean of
dependent variables yi. He was using CG-MLE.

Our binitmean parameter enables this technique.

McCullagh and Nelder [1989] mentions stability problems for
traditional IRLS with binary outputs: µ is in (0,1), not [0,1]

It doesn't hurt much to shrink the outputs towards 1/2

The amount of output shrinkage is controlled by margin

Neither of these techniques solve the correlated atts problem
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RidgeRegression

Ridge regression is a linear regression technique

The error function is augmented by the coef�cient penalty
term lb Tb = l å R

i= 1b2
i

Easy to apply to WLS for IRLS

Can apply same penalty to deviance for CG-MLE, such that
large coef�cients increase the badness

rrlambda = l
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IRLS+CG: One last idea

This one is just for speed

Normally we start CG from (0; : : : ;0)T for each IRLS iteration

Instead, start CG from bi to �nd bi+ 1

This is enabled with cgbinit
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ClosestRelatedWork

McIntosh [1982]: thesis about CG-MLE for solving traditional
statistics problems using personal computers.

Minka [2001]: FLOP counts for CG-MLE in a short tech
report. Three small synthetic datasets, four graphs
comparing IRLS, coordinate-wise Newton, nonlinear CG,
annealed coordinate-wise MAP on likelihood dual, Böhning's
method (quasi-Newton, back substitution), and iterative
scaling.

Zhang et al. [2003]: iterative approximation of SVM using
modi�ed LR likelihood with CG, for text classi�cation.

Selectively faster than SVMlight .

Zhang and Oles [2001]: custom LR likelihood method for text
classi�cation. Slower than linear SVM.

No known LR with truncated-Newton research.
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Summary SoFar

Regression is a well-understood, well-founded, and accepted
statistical method for data analysis.

Linear regression is inappropriate for binary classi�cation,
but logistic regression is applicable.

MLE for LR is straightforward in concept, often solved using
nonlinear CG.

The traditional IRLS method for �nding MLE has fast
convergence but slow computations.

Combining of IRLS and CG overcomes several numerical,
over�tting, and performance problems.

Because we are solving for a Newton-Raphson iterate, there
is no need to run CG to completion.
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Logistic RegressionComputation
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Goals

Autonomous

Accurate

Very fast
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SystematicEvaluation: Scoring

Precision and recall
are computed from
the number of false
positives and true
positives. These
measures treat clas-
si�cations as “black
and white”.

 0

 1

 2

 3

 4

 0  1  2

Score Class Move
0.89 pos up
0.72 pos up
0.61 neg right
0.47 pos up
0.31 neg right
0.17 pos up

perfect auc = 1
actual auc = 5 / 8

perfect
actual

Another option is to examine how well a classi�er can rank test

points. This is what ROC curves do. The AUC (Area Under Curve)

score summarizes the ROC curve.
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IRLS: ParametersUnder Consideration
modelmin ,modelmax Thresholds for µ = exp(h)=(1+ exp(h))
wmargin Symmetric threshold for diag(W)
margin Symmetric threshold for outcomes y
binitmean Initialize b0 to E(y)

rrlambda Ridge-regression parameter l
cgwindow Number of non-improving iterations allowed

cgdecay Allowance for deviance decay

lreps Deviance epsilon for IRLS iterations

cgeps Residual epsilon for CG iterations

cgdeveps Deviance epsilon for CG iterations

lrmax Maximum number of IRLS iterations

cgmax Maximum number of CG iterations

cgbinit CG for IRLS iter i starts where i � 1 stopped

PaulKomarek,ThesisDefense– p.55/75



IRLS: Exhaustive/ingEvaluation, 1 of 2

Truth-tables for testing modelmin , modelmax ; margin ; rrlambda ;
cgwindow and cgdecay ; three pairs of epsilons; six datasets.

Loose Epsilon Moderate Epsilon Tight Epsilon
mmmar rrl cgw AUCNaN DEV Time AUCNaN DEV Time AUCNaN DEV Time

- - - - 0.897 - 3746 14 0.896 x 821 534 0.894 x 812 542
x - - - 0.897 - 3746 16 0.896 x 821 534 0.894 x 812 560
- x - - 0.897 - 3564 16 0.895 x 759 559 0.894 x 803 562
x x - - 0.897 - 3564 15 0.895 x 759 558 0.894 x 803 570

- - x - 0.897 - 3755 16 0.948 - 2087 111 0.948 - 2037 399
x - x - 0.897 - 3755 16 0.948 - 2087 106 0.948 - 2037 400
- x x - 0.897 - 3572 14 0.948 - 1990 110 0.948 - 1961 373
x x x - 0.897 - 3572 16 0.948 - 1990 107 0.948 - 1961 374

- - - x 0.897 - 3746 16 0.932 x 1417 79 0.932 x 1247 90
x - - x 0.897 - 3746 16 0.932 x 1417 83 0.932 x 1247 89
- x - x 0.897 - 3564 15 0.925 x 1214 96 0.926 x 1126 100
x x - x 0.897 - 3564 16 0.925 x 1214 95 0.926 x 1126 101

- - x x 0.897 - 3755 15 0.948 - 2087 80 0.949 - 2033 270
x - x x 0.897 - 3755 16 0.948 - 2087 81 0.949 - 2033 271
- x x x 0.897 - 3572 16 0.948 - 1991 85 0.948 - 1959 217
x x x x 0.897 - 3572 16 0.948 - 1991 82 0.948 - 1959 217
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IRLS: Exhaustive/ingEvaluation, 2 of 2
Repeated partial truth tables for wmargin and binitmean ,
and for comparing cgwindow and cgdecay .

Eliminated all but rrlambda and cgwindow , then did
cross-product of values with two pairs of termination epsilons
on six datasets to �nd “universal” defaults.

Then tested for best lreps on cross-product of lreps and
cgeps , using all six datasets.

Choose cgeps and cgdeveps using all six datasets. Three
sets of scaling experiments for cgeps on all six datasets.

For cgdeveps , cgbinit helped time for most datasets, and
didn't hurt score.

cgb ds1 imdb citeseer ds2 ds1.100pca ds1.10pca
- 0.946 78 0.983 514 0.946 74 0.718 2923 0.916 43 0.846 12

x 0.948 63 0.983 402 0.945 70 0.722 1978 0.913 36 0.842 9
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CG-MLE: Parameters

Parameter Description

modelmin Lower threshold for µ = exp(h)=(1+ exp(h))
modelmax Upper threshold for µ = exp(h)=(1+ exp(h))
margin Symmetric threshold for outcomes y
binitmean Initialize b0 to E(y)

rrlambda Ridge-regression parameter l
cgwindow Number of non-improving iterations allowed

cgdecay Factor by which deviance may decay during iterations

cgeps Residual epsilon for CG iterations

cgmax Maximum number of CG iterations

dufunc Nonlinear CG direction update selection
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CG-MLE: Dir ections,Alter natives

binitmean helps CG-MLE, as McIntosh [1982] suggested.

Unlike linear CG, nonlinear CG has several methods to
choose each search direction. The difference is that the
Hessian changes after every iteration in nonlinear CG. We
chose a modi�ed Polak-Ribiére direction update which
implicitly includes Powell restarts.

There are many alternatives to CG for minimizing the
deviance. Minka [2001] examines several in a short tech
report. We made a brief experiment with the BFGS
quasi-Newton method, using the GNU Scienti�c Library
version. It scored worse and was slower.
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Results
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Other Classi�ers

Support Vector Machines(SVMs): SVMs search for the
maximum-margin separating hyperplane between classes.
They are considered a state-of-the-art classi�er . SVMs are
routinely used with a nonlinear data transformation, to help
accommodate nonlinear class boundaries. Radial Basis
Functions (RBF) are a common basis for transformation. We

use the popular SVMlight , version 5.0.

K-Nearest-Neighbor(KNN): KNN makes a class assignment
based on the classes of the K training points nearest to the
test point. We use the KNS2 algorithm from Liu et al. [2003],
which uses ball trees to accelerate predictions for data with
skewed classes.

Bayes' Classi®er(BC): BC is a well-known, generative fast
classi�er which assumes the attributes are conditionally
independent.
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Characterization: SyntheticData

To characterize the classi�ers , we use 37 noiseless
linearly-separable synthetic datasets built using dependency trees:

1. Set the parent node (attribute) equal to 1 with probability s.

2. Traverse the remaining tree nodes in topological order. For
each remaining node,

(a) If the parent node has value 1, set this node's value to 1
with probability min(s+ 2c;1).

(b) If the parent node has value 0, set this node's value to 0
with probability max(s� 2c;0).

Name Attributes Rows Sparsity s Coupling c Num Pos

numrows x 103 103 � 106 0.01 0.00 10 50%
numatts x 103 � 105 105 0.01 0.15 7 10,000
sparse x 103 105 0.0001 - 0.1 0.00 10 10,000

coupled x 103 105 0.01 0.00 - 0.45 10 10,000
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Characterization: Number of Rows,AUC
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Characterization: Number of Rows,Time
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Characterization: No. of Attrib utes,Time
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Characterization: Sparsity, Time
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Characterization: Coupling, Time
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Comparison: Results(1 of 2)

ds1 imdb citeseer
Classi®er Time AUC Time AUC Time AUC
LR-CGEPS 86 0.949� 0.009 303 0.983� 0.007 43 0.946� 0.021
LR-CGDEVEPS 59 0.948� 0.009 320 0.983� 0.007 67 0.945� 0.021
CG-MLE 151 0.946� 0.008 369 0.983� 0.009 97 0.946� 0.021

SVM LINEAR 188 0.918� 0.012 565 0.938� 0.016 87 0.810� 0.049
SVM RBF 1850 0.924� 0.012 6553 0.954� 0.011 1456 0.854� 0.045

KNN K=1 424 0.790� 0.029 NA NA� NA NA NA� NA
KNN K=9 782 0.909� 0.016 NA NA� NA NA NA� NA
KNN K=129 2381 0.938� 0.010 NA NA� NA NA NA� NA

BC 4 0.884� 0.011 33 0.507� 0.023 10 0.501� 0.038
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Comparison: Results(2 of 2)

ds2 ds1.100pca ds1.10pca
Classi®er Time AUC Time AUC Time AUC
LR-CGEPS 2983 0.720� 0.030 44 0.918� 0.011 8 0.846� 0.013
LR-CGDEVEPS 1647 0.722� 0.032 35 0.913� 0.011 9 0.842� 0.015
CG-MLE 3198 0.724� 0.030 364 0.916� 0.012 48 0.844� 0.014

SVM LINEAR 2536 0.693� 0.034 130 0.874� 0.012 68 0.582� 0.048
SVM RBF 67117 0.700� 0.034 1036 0.897� 0.010 490 0.856� 0.017

KNN K=1 NA NA� NA 74 0.785� 0.024 9 0.753� 0.028
KNN K=9 NA NA� NA 166 0.894� 0.016 14 0.859� 0.019
KNN K=129 NA NA� NA 819 0.938� 0.010 89 0.909� 0.013

BC 127 0.533� 0.020 8 0.890� 0.012 2 0.863� 0.015
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Comparison: ROC for ds1
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Comparison: Log ROC for ds1
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Conclusion
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Conclusions

We have demonstrated that LR is a capable and fast tool for
data mining and high-dimensional classi�cation problems.

Our novel IRLS �tting procedures outperforms the traditional
combination of CG and LR maximum likelihood estimation,
as well as state-of-the-art techniques such as Support Vector
Machines.

This superior performance was demonstrated on many
synthetic and real-world datasets.
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Contrib utions

Novel LR �tting procedure with superior classi�cation
performance and speed.

Thorough empirical analysis of IRLS and CG-MLE
modi�cations .

Publically available high-performance implementation of our
IRLS+CG algorithm, as well as traditional CG-MLE. Other
classi�ers also available through other's or joint work.

Growing user base.

Failed, but neat Modi�ed Cholesky with embedded column
elimination
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Futur eWork

Preconditioned CG may have better performance.

Biconjugate Gradient may perform better than CG on data
with linear dependencies.

Since data is plentiful in our target applications, the use of
validation sets for termination may work for IRLS or CG.

Test truncated-Newton performance with LR likelihood.

Computing the deviance is expensive, and is especially
painful when cgdeveps is used. An approximation to, or
replacement of, the deviance may be useful.

When cgwindow is violated, the method of fractional
increments may be more appropriate than termination.

Text classi�cation is an obvious application of our software,
but is largely untested.
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